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Abstract. The EBU, NRK and VRT are three European media companies. The 

EBU is the largest association of broadcasters. The NRK and VRT are the na-

tional public broadcasters in Norway and in Belgium (Flemish).  The EBU, 

NRK and VRT are known in the media community for striving innovation. 

They have developed recognised expertise in developing solutions and 

standards around the management of information for the audiovisual industry in 

a multi-lingual environment. They promote the use of semantic technologies for 

the production and distribution of content across a variety of media and plat-

forms. In this context, Wikipedia, DBPedia, automatic metadata extraction and 

other tools are important information sources. This is not an academic paper but 

a report on the operational use of such information (access, usability, long term 

availability of information, editorial quality) and needs by the media industry.  

For broadcasters, minimizing cost and complexity is of the essence! 
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1 Introduction 

As national public service broadcasters, NRK
1
 and VRT

2
 create and manage a vast 

amount of television and radio content distributed through linear or non-linear
3
 chan-

nels to a variety of platforms and devices. The EBU
4
 operates the Eurovision and 

Euroradio networks, which are important sources of entertainment, news and sport 

content for its 73 members over 56 countries. EBU also federates research among its 
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members and all the knowledge and experience gathered in this paper is publicly 

shared within the EBU community. 

Metadata has been neglected for a long time but it is now a first class citizen and 

an essential component of media digital production and distribution. Media compa-

nies multiply opportunities to gather and manage more information. Automatic 

metadata extraction from picture, sound and associated resources like subtitle pro-

vides a lot of additional data at an affordable cost (using NLP for entity recognition, 

primarily persons, organizations, locations, events). In a semantic framework, the 

collection of Linked Open Data from Wikipedia
5
 and DBPedia

6
, among others, is 

another complementary source of data, in particular when developing knowledge 

bases on the entities mentioned above. This is already largely exploited but more 

could be done for more specific data like sport results, exploiting more than e.g. the 

Wikipedia info box. 

The present paper reports on developments and operational usage of LOD
7
 in the 

media industry from sources like Wikipedia, DBPedia and other sources. It also high-

lights new expectations and proposes changes or new approaches to improve access 

and usability of this information in a multi-lingual environment. Even if the percep-

tion of “state-of-the-art” is understandably different in the academic community, We 

can say the following is “state-of-the-art” for operational services. Sharing our expe-

rience is about filling the gap between system integration and academic innovation. 

Beyond the technology itself, it is also expected that this will facilitate crowd 

sourcing of important information of high editorial quality made publicly available.   

2 EBU 

2.1 Engaged in Semantic Web and Linked Open Data 

The EBU has been promoting the use of semantic technologies in broadcasting 

production and distribution for around 10 years. Recently, the EBU has developed its 

collaboration with organizations like the International Olympic Committee, the Movie 

Labs (the joint research laboratories of the movie studios in North-America), and 

several broadcasters. The EBU is also chairing an activity around semantic modelling 

of metadata for service oriented production architectures
8
 in the international FIMS 

project
9
. This shows a real trend in the adoption of semantic technologies in the media 

industry.  

In this context, some of the primary benefits of semantic modelling perceived by 

broadcasters are flexibility and scalability. The “triple” is seen as a new ultimate 

common metadata format in which can be converted information from production and 
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distribution data silos. But facilitating the aggregation of additional richer Linked 

Open Data is also well perceived as another significant advantage. 

The focus of the EBU semantic developments and specifications is around audio-

visual content archives as well as news and sport live exchanges. The most common 

set of entities is persons, organizations, locations and events. The model also supports 

publication events and services like in schema.org (supported by Google, Bing, Ya-

hoo), which was extended in a joint contribution from EBU and BBC. Wikipedia,  

DBPedia and other repositories are a mine of information to enrich a knowledge base 

suitable to media needs. Such knowledge bases can also be used to illustrate common 

concepts like news topics, etc.  

What could be done to get even more? 

2.2 EBU’s Usages for Wikipedia/DBpedia 

The EBU has developed the EBUCore
10,11,

  EBUSport and Conceptual Class Data 

Model
12,13

 ontologies.  

EBUCore is publicly accessible and published as a Linked Open Vocabulary 

(LOV
14

). This provides a semantic framework for managing audio-visual resources 

and business applications such as news.  

The EBUSport ontology (Fig. 1) builds upon EBUCore to manage and link all 

sport related data (e.g. competition events, start lists, results) to footage. EBUSport is 

derived from the Olympic Data Feed xml schemas provided by the International 

Olympic Committee (IOC)
15

. The EBU has been contracted by the IOC to work on 

the mapping of ODF sport results into RDF.  

 

 

Fig. 1. EBUSport model in a nutshell 
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Data is aggregated from Wikipedia, DBPedia, sport federation web services or 

sport event data streams and mapped to EBUCore and EBUSport properties. 

2.3 Data resources in EBU’s Sport Applications 

EBU acquires sports rights and covers majors sport events (UEFA, FIFA, Biathlon 

International Federation, IAAF for athletics, Cycling with “Tour de France”, tennis, 

and many others) to provide content to its members via the Eurovision
16

 network. It 

also provides services like the World-wide distribution of the Olympic Broadcast 

Service’s Multi-feed Distribution Signal, the ONC (Olympic news channel) and ad-

hoc unilaterals like in Rio 2016. 

A lot of metadata is being exchanged in preparation or in the course of a sport 

event. Information is shared via sport federations, athletes websites, national delega-

tions, event hosts, companies measuring performances and relaying results. It is all 

being used to enrich our knowledge base transforming e.g. csv, pdf or xml data into 

RDF
17

. 

We also fetch additional data from Linked Open Data sources like Wikipedia and 

DBPedia or sport federation web services, typically about the entities mentioned 

above but also information about past events like results shown in Fig.2. 

 

 
 

Fig. 2. A Wikipedia pages with sport results 

 

Unfortunately, some Wikipedia pages like shown in Fig. 2 do not have equivalent 

DBPedia pages and extracting data from HTML pages can prove painful beyond the 

info box, Additionally, the structure of these pages may vary significantly prohibiting 

efficient automatic parsing and data extraction. 

Natural Language Processing (NLP) should help in the translation of more legacy 

Wikipedia information into DBPedia. Such techniques are used in the media industry 

e.g. using entity recognition or other knowledge extraction after speech to text con-

version. But as far as Wikipedia is concerned, the media industry would rather direct-
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ly use DBPedia resources and the better if initially further enriched from Wikipedia 

using NLP. Broadcasters would not use NLP to extract data from Wikipedia because 

of the inherent cost and complexity of integration in their data workflows. 

Schema.org is not an option as it doesn’t represent an alternative to Wikipedia or 

DBPedia. The query domain would be too wide. Schema.org has been designed for 

data to be harvested and indexed by search engines, which is beyond the operational 

capabilities of broadcasters. 

Parsing DBPedia’s RDF files is mostly what we are doing today to enrich e.g. ath-

lete profiles as shown on Fig 3 and 4. We start from a list of athletes, generate the 

URLs, access and parse the RDF file with XSLT (rather than querying the sparql 

endpoint), extracting and mapping the data from a pre-selected set of properties, au-

tomatically. Going over 2,500 athletes takes less than 10 minutes. The results are 

reasonably accurate and reliable.  This is in fact another simple and effective way of 

using NLP in the sense of using natural language as available. 

For that reason, Wikidata is not seen as a mature solution (yet). Abstracting all re-

sources and properties behind keys requires additional human lookup, hence opera-

tional complexity and cost. 

There is unfortunately no resource for sport like IMDb
18

 around movie and TV ce-

lebrities, which is anyway not an open resource either. 

Other databases exist addressing a variety of concepts like geonames
19

 for “coun-

tries” with associated geolocation. However, finding a comprehensive resource, pref-

erably publicly available free of charge, remains a challenge. When available, parsing 

websites, web services and various data formats is time and resource consuming. 

Of course, broadcasters use automatic extraction tools such as speech to text asso-

ciated to NLP techniques for entity recognition. But here too, cost is of the essence 

and effective workflow integration will take time. 

 

 

Fig. 3. Upper part of an Athlete page in the EBUSport application 
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Fig. 4. Lower part of an Athlete page in the EBUSport application 

 

What we need is:  

- Easily accessible structured data using as much as possible natural language 

with no intermediary look-up step, 

- Disambiguated data to limit the cost of curation (e.g. avoiding the human veri-

fication of the identity of thousands of athletes, one by one), 

- Data of good editorial quality, publicly available and preferably free of charge, 

- Data with recognised datatypes, in particular date and time (not recognised 

date and time formats are difficult to handle),   

- Persistent data supported by a consistent backup and update strategy.  

2.4 Simple Improvements For Big Results at EBU 

The EBU is strongly promoting RDF and owns 3 ontologies for media and sport. 

As already mentioned, the EBU is sharing expertise with its members and other or-

ganizations like the International Olympic Committee, sport federations, MovieLabs 

and international consortia like FIMS (audio-visual production). The experience 

shows that a practical proof of concept is worth a thousand words to convince of the 

value of the Semantic Web, which require a lot of data. But we always need more…  

Having a unified syntax / format for person/athlete URLs is very useful. But it is 

well known that many different characters or structures are used to spell names in 

different languages (special language characters, apostrophe, dash, etc.). We recom-

mend that Wikipedia and DBPedia propose best practices with character/structure 

mappings. 

As mentioned above, disambiguation is vital. Data curation is costly and verifying 

the identity of thousands of athletes should be avoided. The language of a page is one 

key filtering attribute but more can be done on homonyms. In the case of sport, it 

would be more effective to use two parameters like “role” and “sport” (e.g. “athlete” 

and “biathlon” instead of “biathlete”.   



Well know and defined datatypes (in particular for date and time) should be used to 

facilitate further conversion in different development environments like e.g. Json and 

Javascript. 

It is well understood that DBPedia has to deal with a lot of Wikipedia legacy. It is 

also clear that it is easier for Wikipedia authors to generate HTML pages rather than 

populate a DBPedia list of properties. However, we believe the future should give the 

priority to DBPedia as the reference, which data would be used to generate Wikipedia 

pages. DBPedia HTML templates could be solution for gathering data to be published 

as today keeping the RDF files as a key export format. 

For Wikipedia, the examples of athlete pages show that there is a lack of structure 

beyond the info box. The page body often contains “subjective
20

” content that even 

NLP would not be able to effectively sort out. We would recommend providing more 

guidance on themes to be addressed and a structure to host them.   

Similarly, templates should be provided for Wikipedia tables. Without it, tables are 

a nightmare to process. The EBU would propose properties for sport data tables in 

order to facilitate the publication of such pages in DBpedia (which is not the case 

today).  

The availability of RDF files is certainly a “must”. More would be welcome! The 

EBU would be happy to share part of its ontologies to provide a set of additional 

properties for audio-visual content (including links to YouTube) and sport data. 

3 NRK 

3.1  Changing the Role of Metadata 

In the last two years, the role of metadata has changed a great deal in NRK. Previ-

ously, metadata was mainly used for retrieval of archive material, and the metadata 

was added at the end of the material life cycle for this purpose. The architecture and 

file-based workflows did not dramatically change from the tape based infrastructure it 

was designed to supersede. After ten years of file-based production, the old Media 

Asset Management (MAM) system had to be replaced.  This time we gave us the 

opportunity and time to rewrite the whole architecture from scratch.  

In the former infrastructure metadata was stored in different domain based rela-

tional databases. The data model was vendor-driven.  Each system we bought had a 

different data model. Metadata was very fragmented and a huge part of it got lost 

during the production process.  

The new architecture shown in Fig.5 is based on one common RDF based metadata 

layer, based on EBU CCDM
21

 and EBU Core, connecting all the systems as well as 

storing all the different states and versions of metadata describing programmes and 

parts of programmes, produced during the entire life cycle of content production.  
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Radio, Television and Web are now using the same content base. Data fragmenta-

tion between systems has been solved thanks to the use of semantic technology and 

new services supporting new ways of storytelling. 

 

 
 

Fig. 5. New NRK metadata architecture 

3.2  Web First 

One year ago the CIO of NRK decided that web based content distribution should 

be given higher priority. Online audio/video publishing went from being a third pri-

ority service, mainly a catch-up service for the linear channels and short clips in web 

articles, to a first priority core business. At this point some of the programmes already 

had more viewers online than the traditional linear broadcast distribution. The trend 

started with children’s programmes. Children adopt new services naturally, and for 

them a television set is not older technology than an iPad. The ongoing trend is 

spreading to more genres of programmes and to a variety of age groups.  

The web is always ready for new content; you never have to wait for airtime nor 

break into another show.  That makes it the fastest media for breaking news and other 

events like sports. We still use the linear channels, but web based content are the most 

important and getting more popular.  

Online publishing gives us more possibilities for additional content, facts and 

background information, and the audience expect and demands such supplementary 



content changing what used to be the traditional story told. Meanwhile, the number of 

journalists is not increasing. Support staff like researchers and librarians is decreasing 

and kept to a minimum. 

In this context, the extraction of background material and facts is vital, both as part 

of the research, and for automatic generation of suitable background facts published 

as a part of the NRK branded content. 

 Semantic technologies help tremendously in providing good quality content and 

metadata, covering sport, news and current affairs. It is imperative that same high 

level of precision and editorial quality is kept for supplementary content as for the 

content produced by the journalists. Any mistakes here will not be tolerated by the 

audience. 

3.3 Authority Registers 

One of the first tasks we started once the new data model was in place was to es-

tablish multiple authority registers, also referred to as the knowledge base. It was 

found that we had to have better control of places, persons, events used in the day to 

day production. First task was to make a register of place names, everything from 

countries and towns, to recording places and concert venues. We took the basic list of 

place names from our online weather service yr.no and added new places and addi-

tional language variations from multiple sources. One of the challenges is that place-

names have different spelling in different languages, and sometimes it can be confus-

ing which place the news story are referring. Here we got good help from sources like 

geonames.org and DBpedia.org. 

Another challenge is the multiple occurrence of the same place name for up to 20 

different locations in the country, the map coordinates are of course not the same, but 

it makes it hard to use interfaces like text based auto complete.  

The weather service was already multilingual, and we enhanced the data with all 

the language variations we could find and the data we linked was mostly of good 

quality. It is rather simple data models we have here, but still some manual labour was 

needed in the cleaning and disambiguation processes.  

The next thing we gathered was list of persons related to the content, as part of the 

metadata driven production infrastructure project. The list contains composers, artists, 

talents, politicians, technical staff, and even people mentioned in a programme. The 

identity of contributors is often used for linking programmes together. Another usage 

is reporting of use of intellectual rights, where unambiguously identifying right hold-

ers is of paramount importance.  It was a much more complex task working on per-

sons than working on locations. Data from existing archives had to be merged, and 

enhanced from external sources. We had again problems with duplicates (several 

persons sharing the same name). Like for the EBUSport example above disambigua-

tion was key but we very often ended up with manual tasks to connect to the right 

person. Furthermore, our register has a broader scope sport, making the problem big-

ger.  

Example: handling music publishing rights requires documenting the death date for 

each composer, because intellectual works that are free to use 70 years after the crea-

tor has died. This information can be found on Wikipedia or DBpedia when the map-



ping was possible. In most cases, this information will be accessible from Wikipedia, 

but on certain occasions, even if present, the information is buried in the text and it is 

not possible to extract this information automatically (incl. for mapping to DBpedia). 

It then becomes an expensive and time consuming task to curate data and determine 

where the information is missing or incorrect in the data set. Of course in many cases 

changing the language will help, but for lesser known persons, this is not an option.  

Right now the collected data (places, persons, etc.) is a good tool for research and 

provides a solid basis for daily journalistic work.  But it is still not good enough for 

automatic publishing of supplemental material incl. data journalism. We still need the 

editorial approval from the journalist before publishing, which means that the journal-

ist must have full knowledge about the topic. This is sadly not always the case. If we 

can’t trust the source 100%, if we can’t control the quality, then we can’t publish the 

content at all.  

We would also benefit from a more systematic access to a common core set of 

mandatory properties either in the info box or in more structured body text. NRK can 

suggest properties that would relevant to media such as systematic geo-location of 

places or key dates. 

3.4  Pros and Cons of Wikipedia and DBpedia 

Wikipedia is a wonderful collection of articles in multiple languages through 

which everyone can easily share knowledge. The author can start from a blank sheet 

and the system even proposes some formatting tools. Easy editing was the key to 

success and probably the only way to get it up and running at the start. It has grown 

now to a humongous number of articles, but sadly not sufficiently structured for to-

day’s needs, in other words “automatic metadata extraction by machines”.  DBpedia 

is a partial answer but a significant amount of information is missing or many Wik-

ipedia pages simply do not have their DBpedia equivalent.  

Another problem is the discrepancy of information across national version of Wik-

ipedia. Let’s take the page for the “Goldberg Variations” as an example. The page in 

English is richly documented and has even links to score and recordings. But the 

name of the parts of the work are in the headings above each chapter where in the 

German version uses a proper table, but have less content in the sound and score de-

partments. In comparison, the Norwegian page has hardly any useful information 

beyond what users would already know. Fortunately, for other topics, the Norwegian 

DBpedia can be an excellent source of information. 

3.5 Simple Improvements for Big Results at NRK 

 More rules and instructions indicating how data should be presented in tables or 

structured Wikipedia pages (e.g. more specifically marked-up HTML) would help re-

using published information. Data and facts need structure plus good metadata for 

being useful and connectable. NLP techniques can help, but facts in the main text are 

best read by people, not machines. Data extraction using NLP may generate “noise”, 



burying good data even on DBpedia pages. It is however understood that this is a 

possible temporary solution for legacy content. 

Wikipedia and DBpedia are well installed. Now might be right time to give the 

priority to DBPedia as the source of information to populate structured Wikipedia 

page, Wikipedia being just the “renderer” for human readers. This of course means 

new DBpedia templates and other editor friendly tools as well DBpedia to Wikipedia 

publication gadgets. 

Such a change in direction like this will result in higher data quality and will make 

Wikipedia and DBpedia a set of reliable information sources for broadcasters in the 

future. This would also help broadcasters share more information in return.  

 

4 VRT 

4.1 The Scope Shift In Descriptive Metadata 

Within a broadcast organization such as VRT, metadata is of crucial importance to 

drive business processes. First of all, correct technical metadata about audiovisual 

content creates interoperability between different production systems, and most sys-

tem integrations focus a lot on this technical metadata interoperability. Descriptive 

metadata is often overlooked in system integration.  

Broadcasting and media production are currently undergoing transformations, and 

this descriptive metadata, i.e. metadata that describes what the audiovisual content is 

about, is becoming ever more important. It describes what is appearing in the video, 

or what can be heard on the audio. Traditionally, descriptive metadata has always 

been seen as the domain of the archives. Content was archived together with a de-

scription in order to more easily retrieve it in a later stage. This was mainly due to the 

linear production and distribution process of TV content, in which there was not real-

ly a need for descriptive metadata during the production process itself. The people 

that were producing it knew well enough.  

Things have changed and the rise of non-linear content through all kinds of distri-

bution platforms has led to an explosion of content that needs to be published. E.g. 

news stories need not only be distributed on linear TV, but also need to be available in 

an itemized way through various on-line platforms and through social media, on dif-

ferent devices: TV, laptop, smartphone, tablet, etc. Furthermore, as the amount of 

content explodes, consumers more and more expect to be served in a personalized 

way in order to find the content of interest to the user. Providing each of these plat-

forms with the right kind of content in a manual way is plainly impossible as re-

sources in media organizations are limited. Lastly, also the amount of audiovisual 

content is ever increasing, with users becoming more and more interactive and gener-

ating a lot of user generated content.  

Therefore, there is a constant search for methods to automate the processes of de-

livering the right kind of content through the right kind of platform to the right target 

audience. Structured and affordable descriptive (and technical) metadata is of crucial 



importance to make this possible, and Semantic Web technologies enable natural 

ways to represent and exchange knowledge about (audiovisual) assets.  

4.2 Linking Descriptive Metadata to the Semantic Web 

VRT has been exploring linked open data for several years, with several R&D pro-

jects starting in 2010. The main motivations for exploring LOD are: 

 

More structured information. As more and more business processes in media 

companies need to be automated, we have a need for structured information, and this 

includes structured descriptive metadata. Semantic Web languages create a natural 

way for storing such structured information. 

 

Enrichment. Another reason for starting to work with Semantic Web is the poten-

tial to link your own knowledge, with world knowledge through connecting the con-

cepts in your own ontology with LOD sources.  

 

Increased interoperability. Furthermore, as information in LOD is always struc-

tured in a similar way using triples (as opposed to relational databases which have 

highly irregular structures), it is easier to interconnect systems and to make data in-

teroperable.  

 

Multilingual linking by nature. Finally, media companies deal a lot with content 

in different languages. Many LOD sources have a natural way to link concepts to-

gether independent of the language. Examples are DBPedia, BabelNet
22

 and WikiDa-

ta
23

.  

4.3 Case study 1: semantic search engine (MediaLoep) 

The first explorations of VRT with Semantic Web technology to support content 

retrieval happened several years ago in the form of a search engine empowered with 

Semantic Web technology. The full MediaLoep system contains the following com-

ponents:  

1. A triple store (OpenLink Virtuoso) 

2. Enrichment services connected to Linked Open Data sources 

3. A search engine (to allow more efficient searching) 

4. A semantic-powered user interface 

 

An ontology has been created on top of a simple media production data model, 

consisting of an Editorial object with descriptive information, and a MediaObject to 

which time-based annotation can be added (e.g. subtitles). This simple model is 

shown in Fig. 6. This simple model was further extended to support different content 
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types (broadcast news, fiction, etc.). A full description of the model can be found in 

other publications for a more detailed description [1, 2].  

 

 
Fig. 6. The basic data model 

Additionally, all descriptive metadata available in the different production systems 

at VRT was combined and attached to this data model for each content item. Eventu-

ally, our ontology allowed us to make all data and annotations available in RDF in the 

triple store. 

One particular information source is a thesaurus with keywords. Each content item 

in the archive is tagged with some relevant keywords for this item. Within the Me-

diaLoep ontology, this thesaurus has been implemented using SKOS
24

. An excerpt 

from the full ontology is shown in Fig. 7. This thesaurus, containing place names, 

person names, and other keywords such as events, topics etc., is an ideal candidate to 

link to other linked open data sources. The main sources with which the thesaurus 

terms have been linked are DBPedia and GeoNames. Linking to only those 2 data 

sources already allowed for plenty of useful features to augment the semantic-enabled 

search engine MediaLoep with:  

 Automatic mapping of content items to locations on a map 

 Map-based querying of the content archive 

 Automatically adding profile pictures to people 

 Allowing semantic-enriched queries (e.g. I want to retrieve all content 

items with president-predecessors of Barack Obama). 

 Automatically include synonyms of search terms in the query 

 Etc. 

Explaining the whole system would lead us too far for this paper, but we can refer 

to a youtube video for a quick overview of the features in MediaLoep
25

.  
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Fig. 7. An eagle-eye view of the MediaLoep ontology 

4.4 Simple Improvements for Big Results at VRT 

In order to be even more useful for media companies to work with LOD, the fol-

lowing additional functionalities, or structured data, would be very useful.  

 

Placing semantic concepts in a time context. Many semantic concepts have rela-

tions that potentially vary over time. This is for instance true for persons, which have 

different roles through their life. E.g., depending on the time context, the concept 

“President of the United States” is referring to a different person. Within the current 

structure of LOD (and DBPedia in particular), it is quite hard to retrieve the correct 

“version” of the semantic concept given the time context. Another example is sports 

teams such as soccer teams, where athletes join and leave over time. If we have media 

content about a particular soccer team, and we know the recording time of the media 

content, it is now not trivial to enrich the media content with the list of soccer players 

that were active at that time. We suggest studying possible ways to improve this situa-

tion, by also structuring the time concept.  

Furthermore, versioning and provenance information about semantic concepts and 

information is of importance, but as research on these topics is ongoing, it is only a 

matter of time before useful solutions arise.   

 



Dumps or online “live” data. Another critical point for operational use of LOD is 

the long-term availability of the data source. In order to keep operational support 

under control, we have been copying the required knowledge from linked open data 

sources into our own ontology. The disadvantage of this way of working is that we 

miss live updates into our knowledge repository, such as new places, new persons, 

new relations of existing persons etc. On the other hand, our company misses the 

required resources to constantly monitor new live information for updates.  

 

Also, entire data sources might change. An example of this is the recent move from 

freebase, which will be shutting down, to Wikidata. If services in the media company 

heavily rely on freebase, it will take quite some effort to migrate the existing systems 

to make use of Wikidata instead. For those reasons, copying the required information 

will probably remain popular. However, it would be really useful if there are ways to 

automatically receive triggers about “updates” to the semantic concepts you have in 

use, which would allow to more easily correct errors or integrate new knowledge into 

your knowledge repository. Even if recent advances on this topic are improving the 

situation, updating knowledge in live production systems is a risky business if these 

production systems rely on it, and fully automated testing before committing updates 

is not (yet) in place. This last point however is only a matter of resources to tackle it.  

 

5 Conclusions 

This paper shows the important role that Linked Open Data resources like Wikipe-

dia, DBpedia, or other data sources plays for the media companies. The EBU, NRK 

and VRT have presented their development an operational work, which is representa-

tive of what is currently being made in the broadcasting industry, even if significantly 

and naturally behind academic research. 

In order to close the gap between research and operation, the requirements and 

needs expressed in this paper propose a number of reasonable changes, which, will 

significantly facilitate adoption of Wikipedia, DBpedia and other linked data services 

by the media industry if they are put in practice.  

As far as NLP
26

 is concerned, this is well understood the media industry already 

makes an intensive use of such techniques after automatic metadata extraction like 

Named Entity Recognition, speech to text or text to speech. However, we see NLP as 

a way to extract existing knowledge from the existing legacy, but broadcasters will 

not use it directly (too expansive and expensive). It will be used ba broadcasters if the 

results consistently feed DBpedia. .  

We would also suggest that DBpedia takes a different role and becomes the refer-

ence in the form of structured data, being used for subsequent publication by Wikipe-

dia or for other applications. EBU, NRK and VRT are looking forward to share more 
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common classes and properties to help publishing more structured data as e.g. RDF in 

DBpedia.  

Of course, there are advanced state-of-the-art NLP techniques. But the question is 

“why do we seem to be unaware of these tools or ignore them?”. We actually know 

they exist but they remain hard to integrate in operational workflows. We do support 

research but our everyday need is primarily around affordable and implementable 

solutions.  Cost and simplicity is of the essence! 
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